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My Assumptions About You

A You have little or no experience using Execution Plans.

A You are a SQL Server DBA or developer with novice to
Intermediate knowledge of SQL Server.

A You have a basic understanding of indexing and Trai®actt

The difference between aun-of-the-mill DBA/Developer from aaxceptionaDBA/Developer is that the
exceptional DBA/Developer thoroughly understands how to use their available tools to their full potential.
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Our Focus Today

A¢KS di0dzRé 2F SESOdziAz2y LI I y.
cover entirely in a short session.
A The goal of this session is to provideeasy introductiorto:
I Why execution plans are important
I How executions plans are created
I Learn about different type of execution plans
I Learn the difference between estimated and actual execution plans
I Learn different ways to capture execution plans
I Learn the basics of how to read & interpret graphical execution plans
Al FOSNI G2RlIréQa aSaarzys L KA:
C N ( Oge SBockdrSQL Server Execution Plans
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Why are Execution Plans Important?

A Execution Plan Define&imply put, it is a way to
describe the data retrieval/storage methodbosen
by the Query Optimizer to execute a specific query.

A So why is this important to know?

A Because you want to answer this question:

I Why are my queries running slpandwhat can | do to

boost their performance
A Has the query optimizer made a mistake?
A Are there missing indexes?
A Does the query optimizer have bad data (index and column statistics)?
A Is too much data being returned?
A Is the query poorly written?
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How Execution Plans are Created

1. 1 aySgé 1jdzSNE Aa aSyag 02 GKS |jdz
2. The query iparsedto check if it is written correctly.

3. The query then goes throughbandingprocess, where validation steps
occur, which resolves all the names of the various objects, tables and
columns, among other tasks.

4. The query then goes through tlogtimizationprocess, where different
execution plans are explored, and then one is selected based on the
lowest cost (generally).

5. Then the query isxecutedby the query execution engine.

Parse | — Bind | —| Optimize]—| Execute
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More on the Execution Plan Proces:

A DDL code is not optimized, because there is only one way to
perform such tasks.

A Some queries have such an obvious execution plan tiratial
planA & ONXKBI §SRZ a4 GKS 1jdzSNE R2S
A If a trivia plan is not appropriate, thenfall optimization
processegins.

I In some cases, all potential execution plans are analyzed, arldabe
costone is selected.

I In other cases, good enouglplan is selected.
I And in cases of some complex queries, query optimizatmas out

A Thecreation of an optimized execution plan takes time ¢ K| i Q& & |
execution plans are placed in the plan cache, and SQL Server tries to reu
them when possible.
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Execution Plans Are Cached

A Once an execution plan has been created for a query, it is
generally stored in th@lan cachewhere is can hopefully be
reused.

A Reusing a cached execution plan can save biagause a new
execution plan does not have to be recreated each time the
same query Is rexecuted. [This, of course, is why SQL Server
caches execution plans in the first place.]

A Plan caching and recompilatiean significantly affect the
performance of a server, and needs serious consideration of
Its own, but this Is an entire subject of its own.
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Execution Plans Come In Different Form

A Text (Deprecated)
I Harder for some people to read, but some DBAs prefer it.
i . SOl dzaS Ad Aa GSEGZ I NHS LXIya Ol .y
A XML (A Storage Format)
I Executions plans are now stored as XML code
I XML code is not really designed to be read directly by DBAs
I Can be saved and shared with others (makes execution plans portable)
I Is generally displayed in graphical format (see below)
A Graphical (A Display Format)
I Is the graphical (visual) form of the XML execution plan (see above)
I Generally easier to read and understand by beginners that text or XML
I Our focus today

A Demo
sa[_ ), &
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Actual vs. Estimated Execution Plans

A Actual Execution Plan

I Produced after a query actually runs.
I Displays a combination of estimated and actual results.

A Estimated Execution Plan

I Produced without running the query.

I Estimated execution plans have some disadvantages:
AllyQid 06S dzZa&SR AT (GKS 1jdzSNE ONBlIGSa 202S00a
A Displays estimated data only (based on existing index and column statistics).
A Will not reflect parallel query plans correctly.
A Not guaranteed to represent actual query plan. For example, the optimizer might force a
statistics update when a query is executed, which might change the actual plan substantially.
I Why use an estimated execution plan?
A Can save time and resources when testing long running queries.
A Allows you to explore data modification queries without modifying data.

A Demo
sa[_ ), &
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How Actual & Estimated Plans Var

100%

(Inner Join)
1%

Estimated SELECT

Cached plan size lustered)
ated Operator Cost ( : EacE ntactID]
Estimated Subtree Cost =
R — Estimated Number of Rows

Estimated Row 5Size
Estimated Data Sire

SELECT

Cached plan size 328

ACtu al Degree of Parallelism

Memory Grant

Estimated Operator Cost c ' Actual Number of Rows
Estimated Subtree Cost 719

Estimated Number of Rows Estimated Number of Rows
- Estimated Row Size
Estimated Data Size
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How to Capture/Produce Execution Plans

A SSMS (our choice for today)

A Profiler (Showplan XML Event)

A SQL Server 2005 Performance Dashboard
A SQL Server 2008 Data Collector

A DMVs (requires some fancy queries)

A SET commands (shown in previous demo)
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How to Read Graphical Execution Plans

A Demo

I Overview of Graphical Execution Plan Screen

I Using the Zoom Button (Around, In, Out, Fit)

I Learning to Read fromight to Lefeand Top to Bottom
I Learning about Operators

I Learning about Tool Tips (and Properties)

I Learning about Arrows

I Executing Multiple Queries
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Execution Plans are Made Up of Operator

A Each operator receives rows, performs some operation on
them, then sends the rows to another operator. For example:

Scanning data from a table

Seeking data in a table

Sorting

Joining

A In total, there are 79 differenvperatorsthat can be included
In an execution plan.

-— Rows in

Rowsout «— |Operator|] _  Rgowsin
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Graphical Execution Plan Operator

Arithmetic Expression

Hazh Match

mark Looku o= Hazh Match Root

Clustered Index Delete ! Hash Match Team

Clustered Index Insert Insert
Clustered Index Scan Inserted Scan
Clustered Index < Iterator Catchall
Clustered Index U
Collapse . Log Row Scan
Merge Interval
Concatenation _' Merge Join
Constant Scan Nested Loops
MNonclustered Index Delete

Nonclustered Index Insert
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Monclustered Index Sca

Monclustered Index Spo

Monclustered Index

Online Index Insert

Farameter Table Scan

Femote Delete

Remote Insert

Remote Quen

Remote Scan

Remote Update

RID Looku

SeguenceProject

Stream Aggregate
Switch
Table Delete

Table Insert

Table Scan

Table Spool

Table Update

Table-valued Function

Graphical Execution Plan Operator
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Graphical Execution Plan Operator

Language element Cursor physical operator
Assign Cursor Catchall

Convert Dyvnamic

Declare u. Fetch Query

If | Keyset

Intrinsic 4 Population Query
Language Element Catchall Refresh Query

Snapshot

Parallelism physical operator
Distribute Streams

ServerGentral.
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Operators Covered Today

A SELECT

A Table Scan

A Clustered Index Scan

A Clustered Index Seek

A Non-Clustered Scan

A Non-Clustered Index Seek
A RID Lookup

A Key Lookup

A Sort

A Joins (loop, merge, hash)
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SELECT

A Represents thend resultsof a SELECT query.
A Specifies theéype of optimizationdone on the query:.

A Good place to stanvhen evaluating most execution
plans.

A To optimize performance, theumber of rows that
are returned should be the minimum number of
rows necessarfo meet the needs of the query.
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Table Scan

A A table scan indicates there is no clustered index on the table, and
the table is a heap

A A table scan indicates thawery row in the table (heap) had to be
examinedto see if it met the query criteria, which can mean slow
performance if there are a large numbers of rows.

A Generallyheaps should be avoided

A In most cases, you will want tald a clustered index to every table
as it has the potential of boosting the performance of the query,
even If a clustered index scan is still conducted. This is bet=afse
nodes of the clustered index are stored togetltegically, and
hopefully physically)n a heap, they may or may not o&hich can
hurt performance, as scans work better if data is contiguous on
disk.
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Clustered Index Scan

A clustered index scan is a scan of the rowstab& that has a
clustered index

Like a table scarmjustered index scans can be sland use up lots
of server resources (for large tables).

Clustered index scans are almost always bédttan table scans.

If you see a clustered index scgou should investigate to see why

It is occurringlt is a hint that a query may be having performance
problems. Perhaps the WHERE clause Is not restrictive enough, or
not sargable.

On some occasions, when tables are small or many rows are
returned, thena clustered index scan might be the fastest way to
return data so they are not always bad for performance.
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m Clustered Index Seek

A If there is an available and useful index, and there is
a sargeable WHERE clause, the query optimizer can
very quickly identify the rows to be returned and
return themwithout having to scaeach row of the
table.

A Generally speakingf, you see a clustered index seek
In an execution plan, this is a good thing

A One possibl@xception to this is if the clustered
Index seek Is repeated over and oagain. Check
U0KS 2LISNYG2NXQa dabdzyo SNJI :
SQL *
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Non-Clustered Index Scan

A Rows in a notlustered index are scannednd all rows
that match the WHERE clause are returned.

A As with all scans, @an be slovand require extra 1/0
resources.

A Generally, seeing a neslustered index scans should be
seen as &int of potential performance problems

A Sometime, thesscans can be turned into seeks if you
modify the WHERE clause that it is more restrictive or
IS sargable.
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Non-Clustered Index Seek

A Anon-clustered index is used to identify exactly which row(s)
areto be returned, so every row does not need to be scanned
(assumes sargeable WHERE clause).

A Thisis generally much fastéhan a nonclustered index scan.

A Like clustered index seeksn-clustered index seeks are
generally a goothing.

A One exception is fookmark lookup®ccur as part of the
non-clustered index seek, then performance may lag if many
rows are returned.
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RID Lookup

A A RID Lookup is a form obaokmark lookup on a
non-clustered index on a table without a clustered
Index(a heap).

A If you see a RID Lookup, this stt@ng hint of
potential performance problems

A GenerallyRID Lookups should be eliminated with the
addition of an appropriate clustered indexnd if
necessary, a covering index.
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Key Lookup

A A key lookup is bookmark lookup on a table with a
clustered index

AWhile] S& f2271dzLJa I NB 2FGSy
IS not always the casdf the query returns a small
number of rows, a key lookup Is probably OK.

A Butif many rows are returned, then it may cause a
performance problenthat needs correction.

A Often, key lookups can be eliminated with the
addition of a covering index
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A Sorts occur whegou specify that returned data be
ordered or because theuery optimizer needs to
sort data internallyto produce the desired results.

A Sorts are normaland NBYy Qi 3ISY SINJ f f§

A Butif you return too much data, then sorts may take
a lot of resourcesgincluding tempdb), and you should
identify ways of reducing the number of rows
returned to boost query performance.
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iE] Joins (loop, merge, hash)

A Thenestedloop2 2 Ay O2YLJI NB&a SI OK NRBg TN
SFOK NRg FTNRY (GUKS 20KSNJ UlofS 60K
the join predicate.

A Themerge joinworks by simultaneously reading and comparing the two
sortedinputs one row at a time. For each step, it compares the next row froi
each input. If the rows are equal, it outputs a joined row and continues. If tr
rows are not equal, it discards the lesser of the two inputs and continues.

A Thehashjoint £t 32 NAGKY SESOdziSa Ay (62 LI
GLINRPOSE LIKI&aSad 5dzNAy3I GKS odzif R
hashes the rows on the equijoin keys, and creates or builds-aremory
hash table. During the probe phase, it reads all rows from the second input
(often called the right or probe input), hashes these rows on the same
equijoin keys, and looks or probes for matching rows in the hash table.
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Joins

CKSNE A4 y2 GARSFE 22AyZé AG | ff
From a resource perspectivenasted loop joingenerally uses fewer
resources, and seeing one generally is often an indicator of good overall

performance. Usuallipest for smaller joinsNo extra memory needed &
non-blocking.

A Merge joinsare often used fomoderate to large data setgnd are most
efficient if the joined columns anere-sorted otherwise they have to be
sorted before the merge join can occur. If a sort is required, extra memory
IS required, but it is noiblocking.

A Hash joinsare often used when verarge data setsre used. Hash joins
parallelize and scale better than other joins and go@d at minimizing
response times for OLAP querigdsiey use much memory and can cause
blocking Seeing one may behant that too much data is being returned,
especially in OLTP applications

sa[_ -

S 2 RQ3 - NBSail /2YYdzyAaide 27 S NI S NJ
ServerCentraI.;;D ¢KS =2NIRQa [ 40 2y A& {vl {SND

A
A



Take Aways From This Session

A This is just a small sample of the things you can do with
Graphical Execution Plans.

A Graphical Execution Plans are a powerful tool to help DBAs
understand how a query executes.

A The learning curve for learning about Graphical Execution
Plans is high, but worth the effort.

A Based on the information provided by an execution plan, and
0KS 5.1 Qa 1y26fSR3IS 2F K245 |
can often be optimized to perform better
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